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METO/IA ®OPMAJIbHOI BEPU®IKAIIII BUTIPABJIEHb BIHAPHUX BPA3JIMBOCTEM
CUCTEM KPUTUYHOI IH®OPACTPYKTYPH

AHorauisn. Pepomowiiini 3MiHM B 1HIYCTpil KiOepOe3neky BHACIIIOK PO3BUTKY Te€HEPaTHBHOIO
INTYYHOTO 1HTENEKTYy CYTTEBO BIUIMHYJIM Ha IPOLECH IOLIYKY, €KCIUIyaTallil 1 BHIPaBJICHHS
Bpa3nKMBOCTeH mporpaMHux cucteM. CydacHi HepeaoBi BeNWKi MOBHI MOJENI 31aTHI aBTOHOMHO
3HAXOJIUTH Ta BHIIPABISITH BPa3jIMBOCTI MPOrpaMHOrO 3a0e3NeueHHs] Ha PIBHI EeKCIEePTH3H,
HEJIOCSDKHOT Ut OlnblmocTi Jronei. BinOyBaroTeest (yHIaMeHTanbHI 3MIiHM B IIpolecax
KiOepOe3rnekn: areHTHa aBTOHOMHICTh IITYYHOTO IHTENIEKTY 3YMOBJIIOE KPUTHYHY BaXKJIUBICTh
HaJIHHOCTI X HOBHX TpoleciB. B poOoTi HOCHIKYIOTECS METOJM aBTOMATH30BAHOTO aHAJI3y
Bpa3JIUBOCTEH MTPOrpaMHOro 3a0e3MeUeHHs] BUCOKOHAIIHUX CHCTeM KPUTHYHOI 1HQ)PACTPYKTYpH
Ha erami Bepugikamii BumpasieHb. [IpoaHani3oBaHO MEpPEyMOBH BHHHKHEHHS HEKOPEKTHHX
BUIIPABJIEHb SIK HACIIIKY FaJIONUHALIN — CTPYKTYPHUX OCOOJIIMBOCTEH CYy4aCHHX BEIHUKHX MOBHHX
MojieJiell B pe3yNbTaTi JOHABYaHHsS 3 JIENPIOpUTE3alli€lo BIIMOBH Bijl BiIMmoBimi. Po3risHyTO
ICHYIOYl METOIY BUSIBIICHHS 1 KOHTPOJIIO TaIOIMHALIN, JUIS TPOILECIB CHHTE3y BHIIPABICHD
MPOrpaMHUX TPOAYKTIB 3aIIPOIIOHOBAHO ITiIX1/1 Ha OCHOBI (hopMaibHOI BeprdiKallii Bpa3IuBOCTEMH,
MOBHOTH Ta EKBIBAJICHTHOCTI BHIIPABJICHb. 3alPOIMOHOBAHO MPAKTHYHI MeToAu (opMabHOI
Bepudikallii i3 3aCTOCyBaHHSM BENMKUX MOBHUX Mojenell kimacy Leanstral-1.5, mo cHHTE3YrIOTh
nporpamMHnii kox Lean 4 s qokasy KOPEKTHOCTI SIK 3HAMICHOI BPa3MUBOCTI, TaK 1 BiATOBIIHOCTI
BUIIPABIICHHA JOCIIDKYBaHIi BpazMUBOCTI. [loKka3aHO MOXIIMBICTH AaBTOMATHYHOTO aHAJTI3y
BUMpaBJieHb Ha piBHI BuxifgHoro koay (3okpema C/C++), OiHapHMX BUIpaBieHb (Ha pIBHI
MammHHOro koxy, ARM) Ta edekTHBHE y3araJibHEHHsS Ha PIBHI MPOMIXXHOTO TMPEACTABICHHS
LLVM IR (BKIIOYHO 3 MOBaMH BHCOKOT'O PiBHS, 0 MaroTh (pporTeHan LLVM, Ta MammHHIM
komoM miarpuMyBanux QEMU apxiTekTyp mporecopiB depe3 MOXKIUBOCTI JiTUHTY maaTdhopMu
rev.ng). ExcepuMeHTanpHO JOCITIIPKEHO TOYHICTH 3allpPOIIOHOBAHMX METOMIB Ha HAOOpi HaHWX
Vul4C (144 CVE y 23 BigkpuTUX IpOrpaMHUX Npoaykrax, 19 pisaux tumis BpaznuBocteirt CWE).

KuarouoBi cinoBa: besmeka mpomuciIoBHX CHCTEM KepyBaHHA, Oe3leka KOHTYpPY OIeparliifHuX
TEXHOIOTiH, (opMambHa BepHQiKallis, aBTOMATH30BaHE BUIIPABICHHS Bpa3IMBOCTEH, aHAII3
OiHapHUX BPa3IHBOCTEH

BCTYII

CucreMn Ha OCHOBI IITYYHOTO 1HTEJIEKTY BHOCATH PEBONIOLINHI 3MIHM B TIPOLIECH TTOIITYKY, €KCIUTyaTamii
1 BHIpaBJICHHS BPas3IUBOCTEH mporpamHoro 3adesmedeHHs. CydacHi InepenoBi BeIMKI MOBHI MOAENi 3AaTHI
BHKOHYBATH CKJIaJHI 3a7adi 3 ayIuTy MPOrpamMHOro KOIy Ha PiBHI JIIOMMHU-EKCIIepTa B NPEAMETHIN obmacTi,
ABTOHOMHO CTBOPIOIOTH MNMOBHO(QYHKIIIOHAJIbHI EKCIUIOITH JJIsl 3HAMJEHHMX Bpa3MBOCTEH, MPOEKTYIOTH Ta
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MPOrPaMyIOTh BUIIPABJICHHS IS LITbOBHX IIPOrpaMHHX cucTeM. KOpeKTHICTh pe3ysbTaTiB MOIYKY BPa3IHBOCTEH
NPU HAsSBHOCTI EKCIUIOITY JOCHTH JIETKO MEPEBIpUTH — (aKT KOHTPOJIIO HAJ MOTOKOM KEPYBaHHS, MPUMITUBH
JIOBUTIEHOTO YUTAHHSI/3aIUCY, BiIajeHe BUKOHAHHS KOy BiITBOPIOBaHI y labopaTopHuX ymMoBax. Pasom 3 Tum,
HE JUTs BCiX 3HAWICHUX BPA3MBOCTEH KOHKPETHA BEJIMKAa MOBHA MOJIENb 3/[ATHA CTBOPUTH MOJiOHUI EKCILIOIT, i
HAaBITh Y pa3i ycHixXy, KOPEKTHICTb BUIIPABJICHHS € BiIKPUTHM ITUTAHHSM SIK 1 JIJIsl BUMAJKY BiZICYTHOCTI €KCILIOITY.
L{iHHICTP KOpPEKTHOI'O BUIIPABICHHS Bpa3MBOCTEH € (yHJAaMEHTAIBHOI Y KOHTEKCTI KibepOesmexw, Oe3
HasIBHOCTI BHIIPABJIEHb ITyOJIiKallis iHpopMallii mpo Bpa3IuBOCTI HE MA€ MPAKTUYHOTO CEHCY.

Benuki MoBHI Mopjeni BpasiuBi IO T.3B. SIBHINA TaJIOIMHALINA — CTBOPEHHS HENpPaBIMBUX (aKTIB,
TIOMHJIKOBI BIJITIOBi/li BHACTIJIOK MpPOTalliH JaHUX, TOMWJIOK Yy Tmam'sTi. B KkoHTekcTi anamizy OiHapHHX
BPA3JIMBOCTEH HACITIZIKOM € BUra aHi BPa3IHBOCTI, HEKOPEKTHI BUIPABIICHHS, 3aralbHe 3HIKEHHS e()eKTHBHOCTI
KOHBeepa aHaiizy. Crpo0a 3ayyaT JItoJIcH Ha eTari Bepudikallii BI[IIOMY He Jaja YCIiXiB, IpOrpaMy BUHATOPO,T
3a 3HaWJICHI BPa3JIMBOCTI (Oar OayHTi) Ta aBTOPU BIJILHOTO MPOrPaMHOro 3a0e3eueHHsI TePEBAHTAXKEHI ITOTOKOM
3BiTIB MPO BPa3lHBOCTi, i HAMATAlOThCS BBOAWTH OOMEXKEHHS HAa 3aCTOCYBAHHS T'€HEPATHBHOTO IITYYHOTO
IHTEJIEKTY B pOOOTI.

Oco0n1BO YYTIMBOIO TEMa BUIIPABICHb BPAa3IUBOCTEH € ISl TPOrPaMHOro 3a0e3NeYeHHs] KPUTHYHOI
iHpPACTPYKTYpH, CHCTEM IPOMHCIOBOIO KOHTPOJIO i KepyBaHHsA, KOHTYpy omepauiiiaux texnoioriid (OT).
[piopHuTeTHICTH IOCTYMHOCTI Ta LITICHOCTI, PU3MK-OPIEHTOBaHI MMPOTrpaMy OHOBJICHHS BHCYBAIOTh IiJIBUILECHI
BHUMOTH /IO KOPEKTHOCTI MAaT4iB, TAPaHTIN X Oe3MeYHOCTI Aj1s HenepepBHUX mporieciB OT.

IToctanoBka mpoduemu. Bepudikaiis BunpasiieHb OiHApHUX BPa3lIMBOCTEH € aKTyaJbHOI 3ajayero,
JTAJICKOI0 BiJ BUpIIIeHHS. TeopeTHyHa YacThHA PIIICHHS Ma€ BKIIFOYaTH MaTeMaTHYHE JOBEICHHS MiHIMAIBHOCTI
Ta TOBHOTH MoJu(iKallii BAKOHYBaHOTO KOAY JJIsl 3HAal/IEHOT BPa3/IMBOCTI; NPAaKTHYHA — BUKOHAHHS KPHUTEPIiB
KOPEKTHOCTI BUIIPABJICHHS B KOHTEKCTI BiZICyTHOCTI MOOIYHMX e(eKTiB MOPYIIEHHS AOCTYIHOCTI, IUIICHOCTI Ta
KOH(iIeHIIHHOCTI 00po0IIIOBaHOI B cucTeMi iH(pOpMAILii.

AHaJIi3 oCTaHHIX JoCTiKeHb Ta mnyOaikamiii. PeBOMIOIIMHICT BIUIMBY HOCHIKEHb ILITYYHOTO
IHTEJIEKTY Ha IHOyCTpilo KiOepOe3riekH, 30KpeMa TIOUIYKY 1 BHIPABICHHS BpPa3jMBOCTEH MPOrpPaMHOro
3a0e3MeueHHs, UTIOCTPYIOTh MPOEKTH MIPOBIIHUX JOCHITHUIBKHX JJaboparopiit Anthropic [1], OpenAl [2], Zhipu
Al [3]. IHTenekTyanbHa CIPOMOXKHICTh 3aCTOCOBYBAHMX BEJIMKMX MOBHHUX MOJIEJICH B raiy3i aHaji3y OlHapHUX
Bpa3JIMBOCTEH OI[iHEHa KIJIBKICHO, B YMOBaX HE3aJIe)KHO BIJATBOPIOBAHMX TECTIB HA OCHOBI pealibHUX
BpaznuBocreit, Takux sik CyberGym [4], ExploitGym [5] ta ExploitBench [6]. Kpim Halikpaiinx 3akpuTHX MOBHHX
mogenei CIIIA (Anthropic Mythos 5, OpenAl GPT-5.6 Sol), oOmexeHo 3acTocoBHHX B i3osmboBaHux OT
CerMEHTax KPUTUYHOI 1H(PACTPYKTYpH, BUCOKI MOKa3HMKHM B 00OiacTi KibepOe3neku NeMOHCTPYIOTh BiJKPHUTI
KUTalChKi Mozedi, sik nepemoBoro pisas (Qwen3.8 [7] 2.4T-A95B, Kimi K3 [8] 2.8T-A104B, GLM-5.2 [9], 5.3
[10] 743B-A40B), Tak i cepemnmporo (Qwen3.8 27B, Qwen3.6 27B, 35B-A3B), npumatHOro 10 JIOKAIBHOTO
3actocyBaHHs Ha obnaguanHi kiacy NVIDIA DGX Spark. Crioctepiraetbest TEHACHIIIS 10 MyOIiKallii BiJKPUTHX
mogeneii i y CIIA (Meta Muse Glimmer [11] 30B, Arcee Genesis-Science-1 [12]).

lamonuHaIis BEIMKUX MOBHUX MOJENEH € CTPYKTYPHOIO OCOOJIMBICTIO SIK pPe3y/lbTaT HaBYaHHA 3
BHUHArOpOJIOIO 32 370Ta/IKU MPOTH YTPUMAaHHsI BiJ BinnoBiai [13], 1 He Moxe OyTH MOBHICTIO YCYHYTa y Cy4acHUX
nepeIoBUX MoJielisix. Po3po0sIeHo psii METO/IB ISl BUSIBJIICHHS 1 KOPEKIT TraIFoLMHAITi i, 30KpeMa JJIs BUSBIICHHS:

— Amnani3 ceManTHyHOI eHTpomii [14];
— Amnani3 Baytpimmboro crany — INSIDE (EigenScore) [15], SAPLMA [16], mapkepu Tounoi Bimmosimi [17],

SEP [18], Lookback Lens [19];

— ABTokopemnsmiuiiai Tectu [20], [21], [22];
— RAG Ta 30BHiHIIHI TecTH [23].
Jis BigHOBIIEHHS Ta KOPEKIIil TaIOIMHAIII 3aCTOCOBYIOTh:
— RAG [24], [25], [26];
— Jlanmroxxok Bepudikariit (CoVe [27]);
— HMonaBuanns Ha Qaktnaanx qarnx (pisHoBuA RLHF/DPO [28], [29], [30]);
— Obwmexene nexomyBanus [31], [32];
— Obmexeny aBTokopekito [33], [34];
— YTpuMaHHS BiJ BiIIOBiAL, 3aydeHHs TroauHu [35].

Oco0mUBOCTI 3aCTOCYBaHHS BUIIPABJICHD B pealbHOMY 4Yaci sl Kibep(hi3sMIHIX CUCTEM 3 IIiABHIICHUMHU
BHMOTaMH JI0 JOCTYITHOCTI JOCIipKyBanucs y podorax [36], [37], [38].

Mera cratri. B maniii po6oTi JOCTiHKYIOTHCSI METOH ITiIBUIIIEHHS HAJiHHOCTI Pe3yIbTaTiB BUIIPABIICHb
OiHApHUX BPA3JIMBOCTEH CHCTEM KPHUTHYHOI iHQPACTPYKTYPH, HA OCHOBI KOHTPONIO TAJIONMHAININ BEIHMKHX
MOBHHX MOJIENEil B IPOIECi aBTOHOMHOI'O IMOIIYKY 1 BUIIPaBJICHHS BpAa3JMBOCTEH. 3amporOHOBAHO METOIH
(opmanpHOi BepHikallii BUIpaBIeHb Ha PiBHI BUXIJHOTO 1 GiHApHOT0 KOy, MPOMIXHOTO rpeacTasieHHs LLVM
IR.

EDUCATION, SCIENCE, TECHNIQUE
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PE3YJBTATHU JOCIIIKEHHSA

Meroqu QopmansHOi Bepudikamii nmporpaMHoro 3a0e3NedeHHs Ha MOTOYHOMY €Talli TEXHOJOTIYHOTrOo
PO3BUTKY BEJTUKMX MOBHHX MOJIEJIEH MOXYTh OyTH 3aCTOCOBaHi JI0 IIMPOKOrO KJiacy 3a/ad aHaiizy OiHapHUX
BUNpaBiieHb. B naniii poOOTI IPONOHYETHCS 3a0€3MeUNTH NEPEBIPKY KOPEKTHOCTI BUIIPABIIEHb BPA3JIMBOCTEN 3a
JIOTIOMOTOF0 T'eHepallii (popMaEHOIO JT0Ka3y YCYHEHHS BPA3IHBOCTI Ta HE3MIHHOCTI aJlTOPUTMY POOOTH HiTHOBOT
mporpaMu Ha ocHOBI TeopeM Lean 4 [39], cTBoproBaHHX aBTOHOMHHM areHToM Ha 0asi Leanstral-1.5 [40].

[Ipoimtoctpyemo ixeto popmanbHOi Bepudikamii BUIpaBiIeHb Il BUNAJIKIB HASBHOTO BHXIIHOTO KOIY
MoBoro C, 6iHapHOT0 BUTIpaBIieHHs st Kony ARM Ta y3araJlkHUIMO METO[ JUIsl BUITAAKY npencrasieHas LLVM
IR [41] orpumaHoOro 3 MOBM BUCOKOI'O PiBHS MiaATpuMyBaHoi ¢ppoHTeHnoM miatdpopmu LLVM Ta 3 MammHHOTrO
kony QEMU mninrpumyBasoro miatdopmoro rev.ng [42].

[Mpuknan BpaznuBoro kony, Mo Oyae BUKOPUCTOBYBATHCS sl LIIOCTpalii mpouecy (opManbHOL
Bepudikalii B HACTYITHUX po3Jinax, tstl.c:

#include <stdio.h>

int vuln(int idx, int val) {
int buf[20] = {0};
return buf[idx] = val,
}
int main() {
int idx, val;
scanf(""%d %d", &idx, &val);
vuln(idx, val);

}

BinnosinHa Bunpasiena Bepcis, tst2.c:
#include <stdio.h>

int vuln(int idx, int val) {
int buf[20] = {0};
if (idx >=20 || idx < 0)
return O;
return buffidx] = val;
}
int main() {
int idx, val;
scanf(""%d %d", &idx, &val);
vuln(idx, val);

}

Bepudikanis BunpasjieHb Ha piBHi Buxignoro koay C
Y BUnaaKy HasSBHOCTI BUXiJHAX KOZIB BUIIPABICHHS OyAe MAaTH HACTYITHUN BUTJISII
$ diff tstl.c tst2.c | tee tst.diff

435,6
> if (idx >=20 || idx < 0)
> return O;

Ha ocuosi tstl.c Ta sunpasnenns tst.diff Leanstral-1.5 imentndixye CWE-121 (Stack-based Buffer
Overflow, buf[idx] write with no bounds check) ta mpomykye ¢GopmanbHuii 10Ka3 KOPEKTHOCTI BHIIPABICHHS
verify_patch.lean Ha ocHOBiI HacTYIIHHX TeopeM:

1) guard false implies valid index: =PG idx — (0 <idx A idx < 20);

2) patch_prevents_buffer_overflow: v idx, PG idx Vv (0 <idx A idx < 20);

3) guard_partitions_indices: PG idx — True A ~ PG idx — (0 <idx A idx < 20).
ne PG — patched guard, momana nepesipxka.

Bepudikanis BunpasiieHs Ha piBHI MammHHOro kony ARM

VY Bunaaky ARM OinapHe BunpasiieHHs Oyae MaTH HACTYITHUH BUTIIAL:
$ arm-none-eabi-gcc -S tstl.c tst2.c
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$ diff tstl.s tst2.s | tee tst2.diff

34a35,44

> cmp r3, #19

> bgt L2

> Idr r3, [fp, #-88]
> cmp r3, #0

> bge L3

> L2:

> mov r3, #0

> b .L5

> L3:

> Idr r3, [fp, #-88]

Ha ocHogi tstl.s ta Bunpasienns tst2.diff inentudikyerscss CWE-121 (Stack-based Buffer Overflow) ta
CWE-787 (Out-of-bounds Write):
— Bpasnusicts tst1.5:35-40 str r2, [r3, #-80] 3 nemepesipernm idX;
— Bunpasienns tst2.diff:35-44 nepesipku cmp r3, #19; bgt / cmp r3, #0; bge;
— JIoka3 KOpEeKTHOCTI 3 MONEePEHHOr0 PO3/LTY.

Y3aransHennii Bunagaok LLVM IR

Meroau y monepeaHix po3aiin MalTh HEONIKH y BUIIISL 3aJIS)KHOCTI MOXKIIMBOCTI MOOYZOBH TEOpEeM
(dbopmManbHOi Bepudikailii BiJf MOBH IPOrpaMyBaHHs Ta apXiTeKTypH mpoiiecopa. MHOXXHHA MiATPUMYBaHUX MOB
Ta apXIiTEKTyp CYTTEBO PO3LIMPIOETHCS MPH MEPEXOJIi JI0 YHIBEPCATBHOI'O MPOMI>KHOTO TIPENICTABIICHHS, TAKOTO K
LLVM IR. B upomy Bumajky 3a0e3redyeTbcsi aHalli3 BUXIAHUX KoxiB miarpumyBanux LLVM ¢poHTennis
(C/C++/Objective-C, Ruby, Python, Haskell, Rust, D, PHP, Pure, Lua, Julia Ta iH.) Ta apXiTeKTyp mpoIiecopis,
MiATPUMBaHUX icCHYyrouMMH Jidrepamu (y Bunaaky rev.ng Bei migrpumyBani QEMU, 22+ apXiTeKTyp BKJIIOYHO 3
x86/x86-64, ARM/AArch64, MIPS ta in.)

VY Bunaaky LLVM IR Bunpasiienns Oyjae MaT HACTYITHUI BUTIIS;

$ clang -S -emit-llvm tstl.c tst2.c

$ diff tstl.11 tst2.11 | tee tst3.diff

> %7 =load i32, ptr %4, align 4

> %8 =icmp sge i32 %7, 20

> bril %8, label %12, label %9

>

>9 ; preds = %2

> 910 = load i32, ptr %4, align 4
> %11 =icmpslti32 %10, 0

> bril %11, label %12, label %13

>

>12: ; preds = %9, %2
> store i32 0, ptr %3, align 4

> br label %18

>

> 13 ; preds = %9

Bpasnusicts inentudikyerses sk CWE-129 (Improper Validation of Array Index), snauenns idx < 0 a6o
idx > 20 mpu3BOANTS J10 3amHUCy 3a TpanuisMu Oydepa y cteky (CWE-121/CWE-129). ®opmansHa Bepudikaris
mobyoBaHa Ha OCHOBI TeopeM tst3_proof.lean:
—guard false implies valid_index: ~ PG idx — 0 <idx <20;
— patch_prevents_buffer_overflow: v idx, PG idx A (0 <idx < 20);
— guard_partitions_indices: PG mokpusae Bci innekcu, posaiiatoe Ha OOB/IB.
i ycmitnHo Bepudikyerses lean v4.34.0-rcl.
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ExcnepuMeHTAIbHA OLIHKA TOYHOCTI ABTOHOMHOI0 AT€HTA
3anporoHoBaHi MeTou QopMaabHOI Bepu(iKailii peati3yloThCsl aBTOHOMHHM areHTOM, B OCHOBI SIKOT'O
Benuka MoBHa Mojenb Leanstral-1.5 119B-A6.5B takox BpasznuBa 10 ramouuHaIii. [IposBisSiOTECS BOHU Y
reHepaii BUPO/PKEHNX BUITAJIKIB BHIY
theorem is_vulnerability fixed : True := by
trivial

EDUCATION, SCIENCE, TECHNIQUE

sKi Xo4ya ¥ mpoxoisTh (opmanbHy BepH(ikallito, aje He JOBOAATh KOPEKTHICTh BHIpABIEHHS. Taki
BUNAJKN JIETEKTYIOThCS 3aco0aMy aHanmizy mnporpam Lean 4, mpoTe 3aiMIIarOTh NUTaHHS KOPEKTHOCTI
BUTIpaBJIeHHST BiAKpUTUM. OILIHMMO HACKiIbKM €(QEKTUBHUM € 3aCTOCYBaHHS IIPEJCTABICHHX METONIB Ha
TIPAKTHII.

B sxocti TectoBoro Habopy nannx Bukopucraemo Vul4C [43]. Bin mictuts 144 Bpaznusocri (CVE) 19
piznux tumniB (CWE) y 23 BiIKpUTHX IpOrpaMHUX MPOayKTaX. JJisi KOXHOI Bpa3IMBOCTI HAIAIOTHCS BUX1IHI KOIH
MoBoto C/C++, Bunpasnenns (diff), ekcrioir, mporpamHi IHCTPYKIi IOAO JIOKAJBHOTO BiJTBOPEHHS,
inentugikatopu CVE ta CWE. Inentudikatopu CVE Buaani y 2006-2020 pp., nepeBaxxna Oinpriicts 2016-2018
pp. Habip maHux 3i0paHuii Jisl MOPIBHSHHS 3acO0iB aBTOMATH30BAHOI'O BHUIIPABJICHHS BPAa3JIMBOCTEH 1 Mae
NPIOPUTETOM PEAITICTUYHICTh MPECTABICHUX TECTIB.

B ekcnepuMeHTi BCi BHUIpAaBIeHHs po30MTI Ha okpeMi ¢ainu (y BUNAAKy SIKIIO NPHU BUIPABICHHI
BPa3JIMBOCTI MOIU(IKOBAHO NeKijnbKka (ailiiB, BOHU po3risinatoThesi okpemo). daiinmu 30eperkeH0 B OKpeMHUX
KaTajorax i rnepeiiMeHoBaHo 3a mabioHoM (scratch-XXX/ old.c, new.c, patch.diff) ans nonepemkeHHs BUTOKY
iHpopmaii npo Homep CVE ta CWE mnin 4ac tectyBanHs (Benvka MOBHa Mojenb He Moxe Iykatd CVE B
InTepHeT 1 BukopucToByBaTH iM'st daitniB s inentudikanii CWE). TIpouec Bepudikaiii mpoToKomOeThCs HA
piBHI B32a€MOJIT JIOKAIBHOT'O areHTa 3 BEJIMKOK MOBHOIO MOJIEIUIIO, 30KpeMa 30epiraloThcs pO3MipKOBYBaHHS Ta
BUKJIMKH 1HCTPYMEHTIB. JIJ1s1 KOXXHOTO BUIIPABJICHHS BUKOHYEThHCS

vibe --agent lean --auto-approve --output streaming \

--prompt "$PROMPT" | tee proof.log

ABTOHOMHHI areHT mae HempuBineioBanuii mocrym mgo Ubuntu Linux 24.04.4 LTS, Lean 4.33.0, Lake
5.0.0-src+d8b1897 ta mparroe mix ynpasminasm Mistral Vibe 2.24.1.

3a pe3ynbTaTaMH TECTYBAaHHS OLIHIOETHCS KUIBKICTh HETPUBIAILHHUX JIOKA31B KOPEKTHOCTI BUIIPABICHHS
(Biaminuux Bimg True by trivial B ocHOBHI# TeopeMi, 10 JOBOAUTE (PYHKITIOHAIBHY €KBiBAJICHTHICTH HOBOT'O KOIY
i BUMpABIICHHS BPA3JIMBOCTI), KiJIbKICTh BiHOBIIEHHX 3a BHXigHUM komom CWE (um Bxomute CWE 3 Habopy
JaHUX Y CIUCOK iMeHTH(IKOBAHUX areHToM). Beboro mpoanarmizoBano 198 BUIIpaBieHb, 3 HUX HETPHUBIaIbHHX
nokasiB 96.97% (192) ta cniBnaainb CWE 33.84% (67).

Pe3ynbpraTi eKCIEPUMEHTY NEMOHCTPYIOTh BUCOKY €(EeKTHBHICTh 3aCTOCYBAHHS METOJIB Ha OCHOBI
dopmanbHOi Bepudikarii. IX MokHa TOKpAIIUTH 3a JOMOMOTOK JOIATKOBMX MOJeJel y 3MarajibHOMY LHKIY
camokopekiii (adversarial Investigator/Skeptic self-correction loop), Ta nonaBuyanus Ha manux CWE mis
LJIbOBOTO THITY BXIJHUX JaHHX.

BUCHOBKHU TA NEPCIIEKTUBHU NOJAJBINNUX JOCJIIKEHb

B poboTi mocmimKkeHO METoAM aBTOMAaTH30BAHOTO aHANi3y BPa3HUBOCTEH MPOTPaMHOrO 3abe3redeHHs
BUCOKOHAIIHUX CUCTEM KPUTHYHOI iHYPACTPYKTYpH Ha erami Bepudikallii BunpasieHb. J{Jst mporeciB CMHTE3Y
BUIIPaBJICHb MPOrPAMHKX MPOAYKTIB 3aMPOMOHOBAHO MiAX1 HA OCHOBI (hopMaibHOI Bepudikallii Bpa3muBOCTeH,
MOBHOTH 1 E€KBIBAJICHTHOCTI BHIIPABJCHb. 3aMpONOHOBAHO MpaKTH4YHI Meroan (opmanbHoi Bepudikaiii i3
3aCTOCYBaHHSIM BEJMKAX MOBHHX Mojernei kmacy Leanstral-1.5, mo cuaTe3yroTh mporpamumii kox Lean 4 mis
JIOKa3y KOPEKTHOCTI K 3HAWICHOI BPa3IMBOCTI, TAaK 1 BiIMOBITHOCTI BUITPABICHHS JOCIIKYBaHIA BPa3IUBOCTI.

[ToxazaHO 3aCTOCOBHICT 3aIPOIIOHOBAHUX METOIB JIJIS aHAJII3Y BUIIPABIICHB!

— BuxigHoro koxy (3okpema, C/C++ 3 Bumpasienss y gopmari diff);

— MammaHOTO KOmy (30KpeMa, ARM 3a au3aceMOIp0BaHIMY JTiCTHHTaMH OiHAPHWX 3aCTOCYHKIB);

— Ilpomixknoro mpenctasimeHas LLVM IR (moBu Bucokoro piBHA 3 ¢pporTeHAiB LLVM, MammHHHAN KO
migrpumyBarnx QEMU apxiTexTyp 3 midTHHIOM rev.ng).

[IpoBeneHo OMiHKY TOYHOCTI 3aIPOITIOHOBAHUX METO/IB Ha Habopi ganmx VuldC, mo mictuts 144 CVE y
23 BIAKPUTHX MIPOTPaMHHUX MPOYKTaX, 19 piznux Tumis BpazmuBocteid CWE. ABroHOMHMIT areHT 3 API noctymnom
no Leanstral-1.5 cunte3yBaB 96.97% HeTpuBiaIbHUX JIOKa3iB KOPEKTHOCTI BHIPABICHHS, 1MeHTH(IKyBaB
Br3HadeHy B Habopi naunx CWE y 33.84% rectiB. HasiBHICTD TpHBiadbHUX pillleHb Yy pOOOTI areHra € HaclliAKOM
TAFOLMHAIIIA BEJMKOI MOBHOI Mofeni-Bepudikaropa, HemoBHuH 30ir kiacudikaniii CWE 3assieHnx Ta
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3HAWIEHNX HE € KPUTHYHMUM (KJIACH BPA3IMBOCTEH IEPETHHAIOTHCS, areHT POOWTh BHCHOBOK 3a HEIMIOBHUMH
JAHUMU CTaTUYHOTO aHAJI3y €MHOT'0 3MIHEHOT O (hailny).

Pe3ynpraTi eKCIepUMEHTAIBHOTO JIOCHIPKEHHS [TOKa3yIOTh BUCOKY €()eKTHBHICTh 1 MPAKTUYHY IIHHICTh
METOJIIB /I aHATI3Y peabHUX BPA3IMBOCTEH Cy4aCHOTO MPOrPaMHOI0 3a0€3IeUeHHS.

[lepcriekTHBY TONANBIIMX JIOCHIPKEHb TIOB'sI3aHI 3 JOHABYAHHSIM BIAKPUTOI MOBHOI MOJENI Kiacy
Leanstral 1y moxpaiueHHs! CligyBaHHS 1HCTpYyKUisM, ponaBaHHs mam'sti (RAG), 3HaHB TPO IIPOTOKOMH Ta
MIpOrpaMHi 3acO0U CHCTEM IIPOMHUCIIOBOI aBTOMATH3AIl].

MOJISIKA

Pob6ora vactkoBo ¢inancopana rpantom CAREER-2048266 (IMPRESS-U) nanganoro HarioHangbHuM
HaykoBuM (hoHioM, HamioHanbHOMO akazieMi€ro Hayk Ta YTIpaBIiHHAM BiliCbKOBO-MOpChKHX jaociipkenb CIIIA,
a Takox 3a QinaHcoBoi migrpuMku Ypsny CLIA uepe3 Ilpoekr CIIA «KibepOe3neka KpUTHYHO BaKIMBOL
iH(ppacTpyKTYpH Y KpaiHmy.

JEKJIAPAILIIA ITPO INTYYHWUM IHTEJIEKT

VY mporeci MATOTOBKM PYKONHCY B SKOCTI JOMOMIKHOTO 1HCTpyMeHTy BukopucraHo IIII-Texnomorii:
Anthropic Claude Code, Opus 5 anst texHiuHOro QopmaryBaHHs TEKCTy (IATOTOBKM TEXHIYHUX €JIEMEHTIB
pykomucy, nepepipka opgorpadii, hopmaTyBaHHs) BiANOBIAHO 70 BUMoOr odopmiteHHs xypHary. LI-rexHomorii
HE BHKOPUCTOBYBAIUCS JUIs TeHepalii HayKOBOro 3MicTy, (OPMYJIOBaHHS HAyKOBHX i/ieii, BHCHOBKIB Ta
IHTEpIIpeTaliii pe3y/bTaTiB AOCHIDKeHb. ABTOPH HECYTh IIOBHY BiIIOBIIAIBHICTh 32 3MICT PYKOIIHCY.
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METHODS FOR FORMAL VERIFICATION OF BINARY VULNERABILITY PATCHES FOR

CRITICAL INFRASTRUCTURE SYSTEMS

Abstract. Revolutionary changes in the cybersecurity industry, driven by the development of
generative Al, have significantly affected the processes of finding, exploiting, and fixing
vulnerabilities in software systems. Modern frontier large language models can autonomously
identify and fix software vulnerabilities with an expertise level unattainable for most people.
Fundamental changes are taking place in cybersecurity processes: the agent autonomy of artificial
intelligence determines the critical importance of the reliability of these new processes. The paper
investigates methods for automated analysis of software vulnerabilities in highly reliable critical
infrastructure systems at the patch verification stage. The prerequisites for the occurrence of
incorrect patches as a consequence of hallucinations — structural features of modern large language
models as a result of additional training with deprioritization of refusal to respond, are analyzed.
Existing methods for hallucination detection and control are considered, and an approach based on
formal verification of vulnerabilities, completeness, and equivalence of patches is proposed for the
synthesis of software product patches. Practical methods for formal verification are proposed using
large language models of the Leanstral-1.5 class, which synthesize Lean 4 code to prove the
correctness of both the found vulnerability and the patch's correspondence to the vulnerability under
study. The possibility of automatic analysis of patches at the source code level (in particular C/C++),
binary patches (at the machine code level, ARM), and effective generalization at the level of
intermediate representation of LLVM IR (including high-level languages with LLVVM frontends,
and machine code of QEMU-supported processor architectures through the lifting capabilities of the
rev.ng platform) is shown. The accuracy of the proposed methods was experimentally evaluated on
the Vul4C dataset (144 CVEs across 23 open-source software products and 19 different CWE types).

Keywords: Industrial control system security, operational technology security, formal verification,
automated vulnerability repair, binary vulnerability analysis
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